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Abstract

State-of-the-art settlement pattern analysis relies on satellite imagery, mapping the out-
lines of residential areas. The high resolution of these images yields multiple disjoint set-
tlements for a single urban area, distorting the analysis of settlement patterns. Therefore,
the FISHNET framework was developed, providing the necessary algorithms to obtain a
settlement graph from satellite imagery and merged clustered vertices via the edge contrac-
tion procedure. Moreover, FISHNET supplies abstractions for managing geographic �les
as well, simplifying the development of new work
ows in the domain. To demonstrate the
applicability of FISHNET for this use case, an example work
ow was developed with the
framework, featuring a graph-based delineation of settlement outlines with a subsequent
centrality analysis.

Leveraged satellite data on settlements from the World Settlement Footprint dataset rep-
resents the input to the proposed work
ow. The settlement polygons need to be processed
rapidly, requiring the sweep line processing technique. The framework is based on several
concepts from graph theory, including breadth-�rst search, edge contraction and centrality
measures. The software applies modern C++ language features in the implementation and
models the work
ow stages as reproducible Common Work
ow Language (CWL) tasks.

In related research, settlements are delineated according to administrative boundaries,
geometry approximations, or statistical clustering. The analysis of settlement patterns,
however, relies on centrality measures obtained from a settlement graph. Previous work
has merged both concerns, featuring a graph-based prototype to retrieve a settlement net-
work along with a proper aggregation of urban areas. However, this approach could not
scale to larger areas.

Consequently, the FISHNET framework optimized the various required algorithms to con-
struct and contract a settlement graph. The interfaces of the framework provide powerful
abstractions concerning the graph data structure and algorithms, geometry objects and
sweep line processing, as well as I/O of geographic data. The proposed example work
ow
features seven stages, starting with distributing the workload and concurrently �ltering the
geographic input, followed by the construction of the settlement network. After that, the
contraction algorithm is applied to each connected component of the graph independently,
followed by the centrality analysis and the aggregation of the results into a single output
�le. Every work
ow job processes a chunk of the input to a stage. Job interdependencies
are modelled in a directed acyclic graph, which the scheduler utilises to determine concur-
rently runnable jobs. The job dependency graph and the graph on settlement indices are
stored in a central graph database suited for concurrent access.

The framework is implemented as a collection of library targets and runnable examples,
including the settlement delineation and analysis work
ow, and can be deployed as a
container. Each work
ow stage can be customized through its CWL parameters and con-
�guration �le. The work
ow orchestration, composed of workload generation and job
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scheduling, is combined in a single executable and utilized to bootstrap the work
ow in
the deployment environment. The work
ow is ultimately executed on the sophisticated,
high-performance computing platform terrabyte, requiring the allocation of resources be-
forehand.

The visualized results highlight the work
ow’s applicability for research on settlement pat-
terns. In a comprehensive parameter study, settlement density and distribution emerged
as the most signi�cant parameters. Con�guration options that signi�cantly impacted the
complexity of the settlement graph, such as the maximum edge bu�er around each settle-
ment vertex, also in
uenced the work
ow’s time to result. Across all work
ow stages, the
construction of the settlement graph using a plane sweep is the most expensive on average,
while large, connected urban agglomerations result in a long-running analysis and poor
resource utilization.

Ultimately, the implemented work
ow, the continuous feedback by domain experts as well
as the well-documented and thoroughly tested code ensure the applicability of FISHNET
for graph-based settlement pattern analysis. With the provided con�guration options of
the work
ow, researchers can customize the behaviour of the procedure according to geo-
graphic circumstances, while the powerful abstraction and the provided examples enable
the composition of new work
ows. The applied parallelization techniques on the code and
work
ow stage level beat the initial prototype by a factor of about 500x in completion
time. In future endeavours, the potentially poor resource utilization of such geographic
work
ows is addressed by shifting from static resource allocation to serverless scienti�c
computing.
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Zusammenfassung

Aktuelle Forschung zu Siedlungsmusteranalyse beruht auf Satellitenbildern, die Umris-
se von Siedlungs
�achen kartieren. Die hochaufgel�osten Bilder bilden eine gr�o�ere Stadt
als mehrere getrennte Siedlungen ab, was die Analyse von Siedlungsmustern verf�alscht.
Das FISHNET Framework wurde entworfen um aus Satellitendaten einen Siedlungsgra-
phen abzuleiten und benachbarte Siedlungspunkte mittels Kantenkontraktion zu vereinen.
Dar�uber hinaus stellt die Software Komponenten f�ur das Einlesen und Schreiben von Geo-
graphiedaten bereit, was die Entwicklung neuer Prozesse in dieser Forschungsdom�ane ver-
einfacht. Um zu zeigen, dass FISHNET dies auch leistet wurde ein Work
ow beispielhaft
mit dem Framework implementiert. Dieser liefert eine Graphen-basierte Abgrenzung von
Siedlungen, welche anschlie�end anhand verschiedener Zentralit�atsma�e analysiert wird.

Die Satellitendaten f�ur die Analyse stammen aus dem World Settlement Footprint Da-
tensatz. Da die bereitgestellten Siedlungspolygone e�zient verarbeitet werden m�ussen,
wird der Sweep Line Ansatz aus der algorithmischen Geometrie verwenden. Dar�uber hin-
aus realisiert das Framework verschiedene Konzepte aus der Graphentheorie wie Breiten-
suche, Kantenkonraktion und Zentralit�atsma�e. Die Implementierung ist umgesetzt mit
modernen C++ Konstrukten und die Work
ows werden mit Hilfe der Common Work
ow
Language (CWL) modelliert.

Verwandten Arbeiten setzen bei der Abgrenzung von Siedlungs
�achen auf geometrische
oder statistische Ans�atze, als auch auf die administrativen o�ziellen Ausdehnungen von
Orten. F�ur eine Siedlungsmusteranalyse wird h�au�g die Zentralit�at von Siedlungen un-
tersucht, welche mit Hilfe von Graph-basierten Zentralit�atsma�en bestimmt werden kann.
In eigener Vorarbeit wurden bereits beide Forschungsbereiche in einem Graph-basierten
Ansatz vereint. Daf�ur wurde ein Siedlungsnetzwerk erstellt und die Kanten zwischen nah
angrenzenden Siedlungen kontrahiert und somit die isolierten Siedlungs
�achen zusammen-
gefasst zu einem st�adtischen Gebiet. Jedoch konnte der damalige Ansatz nicht auf gr�o�ere
Regionen skaliert werden.

Deshalb wurden in FISHNET die, f�ur diesen Ansatz ben�otigten, Algorithmen optimiert
in ihrer Laufzeit. Dar�uber hinaus bietet das Framework Softwarekomponenten f�ur Gra-
phen sowie Operationen auf diesen, Geometrieobjekte und Sweep Line Prozessierung, als
auch Unterst�utzung f�ur das Lesen und Schreiben von Geogra�e Daten. Der beispielhafte
Siedlungsmuster-Work
ow ist unterteilt in mehrere Schritte, wobei zun�achst die Eingabe
aufgeteilt wird. Anschlie�end k�onnen Ortschaften von der Analyse ausgeschlossen werden,
bevor die Nachbarn von Siedlungen bestimmt werden. Auf jeder Zusammenhangskom-
ponente des Siedlungsgraphen kann nun die Kantenkontraktion gleichzeitig durchgef�uhrt
werden, wobei benachbarte Siedlungen einer kontrahierten Kante vereint werden. Abschlie-
�end wird das Siedlungsnetzwerk mittels Zentralit�atsma�e untersucht und die Ergebnis-
se zusammengef�uhrt in einer Ausgabedatei. Pro Work
owschritt arbeiten mehrere Jobs
gleichzeitig einen Teil der Eingabe ab. Um die korrekte Ausf�uhrungsreihenfolge dieser Jobs
zu garantieren werden die Abh�angigkeiten initial in einem gerichteten azyklischen Graphen
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modelliert. Dieser wird in einer zentralen Graph-Datenbank verwaltet und von dem Job
Scheduler verwendet um mehrere CWL Jobs parallel auszuf�uhren ohne die Korrektheit
des Work
ows zu gef�ahrden. Dar�uber hinaus werden die Nachbarschaftbeziehungen der
Siedlungen auch zentral in der Datenbank gespeichert.

Das Framework ist eine Sammlung von Softwarebibliotheken und Beispielprogrammen,
inklusive des vorgestellten Work
ows, wobei die komplette Software auch als Container
bereitgestellt wird. Dar�uber hinaus, kann jeder Schritt des Beispielwork
ows kon�guriert
werden, um sich an geogra�sche Gegebenheit in der untersuchten Region anzupassen. Daf�ur
k�onnen die Parameter f�ur einen Job als auch eine gemeinsame Kon�gurationsdatei ver�an-
dert werden. Die Generierung von Jobs f�ur die einzelnen Schritte und deren Abarbeitung
durch den Scheduler ist kombiniert in einem einzelnen Programm. Dieses Programm wird
schlie�lich auf der Hochleistungsplattform terrabyte ausgef�uhrt.

Die Visualisierung der Ergebnisse zeigen die Anwendbarkeit der Prozedur f�ur eine Sied-
lungsmusteranalyse. Es konnte selbst die gr�o�ten und dichtesten Agglomerationen der Erde
analysiert werden, wie etwa die Metropolregion Shanghai. In einer umfassenden Parame-
terstudie wurden die Siedlungsdichte und -verteilung als die bedeutendsten Parameter f�ur
den Work
ow ermittelt, da diese ma�geblich die Komplexit�at des Siedlungsnetzwerkes
und damit auch die Gesamtlaufzeit des Work
ows beein
ussen. Auch die bereitgestell-
ten Kon�gurationsm�oglichkeiten haben einen entscheidenden Ein
uss auf den Laufzeit des
Programms, wobei hier Einstellungen wie die maximal erlaubte Distanz zwischen benach-
barten Siedlungen besonders entscheidend sind. Zus�atzlich ergab die Laufzeitanalyse, dass
das Erstellen des Siedlungsgraphen mit Hilfe eines Plane Sweeps �uber die Siedlungsgeome-
trien im Durchschnitt am aufw�andigsten ist. Jedoch die l�angsten Laufzeiten einzelner Jobs
wurden in dem Analyseschritt des Work
ows beobachtet. Weitreichende, urbane Gebie-
te, die Teil einer einzigen Zusammenhangskomponente des Siedlungsgraphen sind, werden
entsprechend von einem einzelnen Prozess analysiert. Diese f�uhrt schlie�lich zu einer inef-
�zienten Nutzung der reservierten Rechenressourcen.

Letztendlich wird die Nutzbarkeit des Frameworks f�ur Graph-basierte Abgrenzung und
Analyse von Siedlungen durch den beispielhaften Siedlungsmuster-Work
ow sowie die
ausf�uhrliche Dokumentation und das intensive Testen bekr�aftigt. Auch das kontinuier-
liche Feedback an FISHNET von Experten aus der Siedlungsmuster-Dom�ane untermau-
ert die Anwendbarkeit der Software. Die bereitgestellten Kon�gurationsoptionen, sowie
die Containerisierung des Frameworks erlaubt es Geogra�e-Expert:innen den entworfenen
Siedlungsmuster-Work
ow einfach auszuf�uhren und an die betrachtete Region anzupas-
sen. Au�erdem k�onnen mit Hilfe der Schnittstellen von FISHNET leicht neue Prozeduren
entwickelt werden. In zuk�unftigen Bestrebungen wird die potenziell schlechte Ressour-
cennutzung von Geogra�e-Work
ows, bedingt durch eine vorherige Allokation anhand
des Maximalbedarfs, optimiert. Mit Hilfe von Ressourcenabsch�atzungen und elastischer
Skalierbarkeit anstatt statischer Reservierung soll ein serverless Ansatz f�ur geogra�sche
Work
ows verfolgt werden.
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1. Introduction

1.1. Context

More than half of the world's population lives in urban areas, with up to 80% of Eu-
rope's citizens residing in cities or the surrounding suburbs [1]. Since 1900, the number
of cities exceeding a population of 1.000.000 residents has increased from 16 [1] to 512 in
2016 [2]. The trend of Urbanization is expected to continue [1], a�ecting the everyday
life of the majority of humans, as well as processes in several domains. These include
transportation, communication, industrialization, and civic services, such as education
and governance [1]. Therefore, residents living in urban areas are greatly in
uenced by
the process of Urbanization. However, determining the extent of said urban areas is often
ambiguous since administrative borders may not align with the actual physical build-up
area [3]. Using remote sensing, aggregations of human development can be mapped [4].
However, non-contiguous urban structures, divided by natural obstacles like rivers or hills,
ultimately result in isolated settlement patches. Moreover, the trend toward low-density,
non-contiguous suburban areas, especially noticeable in North America [5], has a similar
e�ect on settlement outlines retrieved via satellite technology since metropolitan regions
are mapped to many individual settlements.

1.2. Problem Statement

In the research �eld of settlement pattern analysis [6], scientists are interested in the
extent and distribution of settlements, as well as the spatial relationships between them.
Current research often depends on remote sensing data, collected using satellites and
leveraged through image processing techniques [4]. For example, a recent publication by
T. Nguyen et al. [7] analyzes the spatial patterns and settlement categories in the Punjab
region in India. They used a polygonized version of the Global Urban Footprint (GUF)
dataset, constructed using remote sensing work
ows [8]. However, due to the previously
mentioned reasons, such as natural barriers or socioeconomic e�ects, a city is often split
into multiple polygons, each representing a cohesive area of human development. Figure
1.1 illustrates said mismatch, with the large settlement patch in blue surrounded by many
smaller settlement polygons nearby. Due to the proximity to the central element, with
some polygons even being encircled by the large polygon, nearby settlements should be
included in the city's urban area before conducting analysis.
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2 1. Introduction

Figure 1.1.: Excerpt of the settlement classes in Punjab region in India, adapted from
paper [7]. The settlements are categorized according to their area, reaching
from large cities (XL) to small rural areas and individual houses (XS). The
central large polygon of the XL city is surrounded by multiple small polygons
in close proximity, which together form the actual urban area of the central
settlement.

1.3. Idea

To address the aforementioned mismatch in the outline of cities when utilizing remote
sensing data, the extent of urban areas can be determined by aggregating individual set-
tlement patches into a single entity, representing the boundaries of an urban area. Such
clustering can be accomplished using di�erent methods, which are outlined in Section 3.1.
However, in this thesis, a network-based approach will be utilized, modelling the settle-
ments and their relationships in a graph and aggregating them using graph contraction
algorithms. Moreover, a graph data structure is especially suitable for centrality analysis
and modelling relationships. Therefore, the obtained settlement graph can be used to ag-
gregate the urban area and perform a subsequent analysis. A graph-based delineation and
analysis framework for Geographic Information System (GIS) data can ultimately provide
a powerful tool for geographic researchers in the context of settlement delineation and
pattern analysis.

1.4. Goals and Research Questions

Consequently, the �rst main goal of this thesis is to develop a framework for a network-
based urban area delineation and pattern analysis of possible enormous GIS datasets,
compliant with the best practices of the Open Geospatial Consortium (OGC) [9]. The
proposed framework aims to empower settlement pattern analysis researchers to construct
and execute sophisticated experiments without requiring in-depth programming or work-

ow engineering skills. Another goal of this thesis is to implement an example work
ow
on top of the framework to show the applicability of the software. Speci�cally, the idea is
to construct a settlement network from GIS data, aggregate individual settlement patches
to urban areas, and �nally compute centrality measure values for the compound areas.
Due to the large datasets omnipresent in remote sensing applications (e.g. in [10], [8]),
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1.5. Outline 3

the settlement delineation and analysis work
ow must be implemented e�ciently and per-
formatively. Therefore, another objective of this thesis is to highlight how to speed up
processing by using parallelization despite dependencies within the dataset and across
work
ow steps. The proposed work
ow provides a case study for the framework and is
evaluated in Chapter 6. In Section 6.5, the �ndings of the evaluation concerning the follow-
ing research inquiries will be outlined. The research questions are split into context-speci�c
topics and software engineering matters.

1. Settlement Delineation and Analysis

a) How can the boundary of an urban area be calculated e�ciently using a net-
work?

b) What are the bene�ts and possible drawbacks of network-based urban area
delineation?

c) Is a network-based aggregation of urban areas applicable for scienti�c settlement
pattern analysis?

2. Work
ow Engineering

a) How can the algorithms within the framework be implemented according to
best practices while being 
exible for di�erent use cases?

b) Which parallelization techniques are applicable despite dependencies across
work
ow steps?

c) Can the work
ow scale e�ciently to handle even large datasets?

d) How should a GIS work
ow be modelled to ensure reproducibility and usability?

1.5. Outline

As a foundation for the aforementioned approach, Chapter 2 introduces the dataset uti-
lized to evaluate and test the developed work
ow. Furthermore, essential concepts from
the �eld of graph theory, such as the data structure itself and important algorithms utilized
in the approach, are explained. Additionally, a brief introduction to algorithmic geometry
is given, focusing on the properties of polygons and the sweep line algorithm template.
Other sections introduce selected topics related to software engineering. In the subsequent
Chapter 3, related research is highlighted. On the one hand, di�erent approaches to clas-
sifying the urban area of a city are compared. On the other hand, methods to analyze
settlement patterns will be outlined. Additionally, this chapter features previous academic
work in the domain of this thesis. After that, the approach of this thesis, specifying the
work
ow, software requirements and design of the framework as well as the implementation
of the required algorithms, can be comprehended in Chapter 4. The subsequent Chap-
ter 5 features implementation details and con�guration options of the proposed work
ow
along with the steps taken to develop and deploy the software. Chapter 6 is dedicated to
evaluating the framework's usability and measuring work
ow performance characteristics
concerning varying inputs and parameter con�gurations. The �nal Chapter 7 highlights
the �ndings of this thesis and gives an outlook for possible improvements and additional
features in the future. Secondary material can be found in the Appendix.
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2. Background

This chapter explains the required background knowledge to comprehend the proposed
approach, starting with remote sensing datasets for retrieving the settlement outlines in
Section 2.1. The subsequent Section 2.2 about computational geometry will focus on the
Sweep Line algorithm template and polygons, which will ultimately represent the area
and boundary of settlements in this approach. Furthermore, fundamental concepts and
selected algorithms of graph theory are described in Section 2.3. A basic introduction
regarding the Common Work
ow Language (CWL) is given in Section 2.4, and the �nal
Section 2.5 introduces modern concepts of theC++ programming language applied during
the development of the software.

2.1. Remote Sensing Data on Settlements

Remote Sensing is the measurement of object properties on Earth's surface using data
acquired from aircraft or satellites, which are located at a distance concerning the object
of interest [11]. With the use of satellites and image processing techniques, the areas
of human development, i.e. residential and industrial buildings, can be mapped [12].
As a successor to the GUF dataset [8] mentioned in Section 1.2, the World Settlement
Footprint (WSF) dataset provides a better resolution and uses more recent satellite images
[12]. Both were developed and made publicly available by the Deutsches Zentrum f•ur
Luft- und Raumfahrt / German Aerospace Center (DLR). Similar to the GUF dataset,
the WSF dataset features a binary build-up mask that indicates for each black or white
pixel whether the corresponding area on the surface of the Earth contains buildings. The
upcoming Section 2.1.1 provides more in-depth information regarding the WSF dataset
from 2019. The WSF binary build-up layer is the basis for the settlement network to be
constructed and is stored and processed in a GIS speci�c �le format. Two popular �le
formats for handling geographic data are introduced in Section 2.1.2.

2.1.1. WSF 2019

The data for the WSF dataset is obtained using satellite imagery from the older Sentinel-
1 satellite, as well as the Sentinel-2 satellite, launched in 2015 [10]. Compared to the
previous iteration in 2015, multitemporal imagery of the Sentinel satellites was included,
exploiting that settlements are fairly stable objects to observe, and therefore the temporal
component improves the accuracy of the classi�cation [10]. Finally, a Random Forest
classi�cation is utilized to construct the build-up mask, while roads are removed in a �nal
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6 2. Background

Figure 2.1.: Binary build-up layer from the WSF 2019 featuring southern Germany. Black
pixels indicate areas of human development on the surface of the Earth, ex-
cluding roads [10].

post-processing step. The settlement layer features a resolution of ten by ten meters on
Earth's surface, represented by a single pixel. Figure 2.1 illustrates the binary build-up
layer in southern Germany. Black pixels represent buildings in the region, featuring the
city of Munich in the right part of the image, clearly separated into two clusters left and
right of the river Isar. In addition to the build-up mask, the WSF 2019 dataset includes
several additional layers. The imperviousness layer represents the percentage of building
coverage on the same ten by ten meter resolution, and the population layer estimates the
number of residents living in said area [13]. With the introduction of the WSF 3D layer,
estimating the height of the buildings, more precise di�erentiation of settlement categories
is possible [10]. As discussed more in-depth in Chapter 4, the planned software aims to
be extensible and 
exible, speci�cally being able to take the aforementioned layers into
account when calculating the settlement outlines and analyzing the constructed settlement
network.

2.1.2. GIS File Formats

The datasets provided are classi�ed as GIS data, stored as images in GIS speci�c �le
formats. GIS itself is a generic term for geography-related data. While the WSF 2019 layers
are stored as.geoti� �les, the settlement delineation and visualization of the settlement
network will operate on .shp �les, which emerged to be better suited for the representation
of the results of the network analysis sinceShape�les inherently allow storing of additional
attributes for each shape contained in the image. Both �le formats will be brie
y explained
in the following subsections.

2.1.2.1. GeoTIFF

The GeoTIFF standard is based on the.ti� �le format, which is used to store raster
images and was standardized in the OGC Geo TIFF Standard by the Open Geospatial
Consortium [14]. In addition to the image's metadata, like length and width, and the
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compressed pixel values, theGeoTIFF �le enables one to set geographic reference points
and projections to assign a coordinate on earth's surface to a particular pixel within
the image. The geographic metadata is stored in the �le's header, and anyGeoTIFF -
compatible software can yield the coordinates on earth for a point in the image through
coordinate transformations.

2.1.2.2. Shape�le

In contrast to the GeoTIFF �le format, a Shape�le stores the geometric entities displayed
in the image, usually named features, instead of a grid of pixels. It was standardized by
the Environmental Systems Research Institute (ESRI) in the ESRI Shape�le Technical
Description [15]. When viewing aShape�le, these features must �rst be projected into the
two-dimensional pixel grid of the display. A Shape�le entity consists of three mandatory
�les and, for this thesis, an additional �le used for geographic reference, which is usually
optional:

ˆ .shp
This �le contains all the shapes displayed in the image. For each shape, the type of
the shape (e.g., Point, PolyLine, Polygon, ...) and the geometric data (e.g., a list of
points) for that shape are stored in a so-called record content.

ˆ .dbf
The .dbf �le contains attributes related to the shapes in the .shp �le. It stores
additional information about a feature apart from its geometric properties.

ˆ .shx
The .shx �le is used as an index �le to quickly �nd records in the .shp �le.

ˆ .prj (optional)
This �le stores the geographic reference of the shape�le to project the image coordi-
nates onto earth coordinates. This �le is usually optional; however, it is mandatory
for GIS data to locate entities in the image on the globe.

2.2. Computational Geometry

Since the settlement network is constructed using geometric entities, background infor-
mation regarding computational geometry is explained in this section. The �rst Sub-
section 2.2.1 is dedicated to polygons, which represent the area, position, and boundary
of a settlement or urban area. Moreover, the second Subsection 2.2.2 covers the Sweep
Line algorithm template, which is used ubiquitously in computational geometry and often
signi�cantly reduces the asymptotic complexity of a computation [16].

2.2.1. Polygons

Polygons are constructed from points in a vector space. For this thesis, the points are in
two-dimensional space with the x and y scalars, which store the longitude and latitude
positions on the surface of Earth, respectively. A closed loop of points forms a linear ring,
which is the base building block for polygons [15]. The point sequence of a linear ring
de�nes the segments constructed between the points, with the point at indexi sharing
a segment with the point situated at index i + 1 in the point list. The last point in the
point sequence shares a segment with the �rst point, ultimately forming a closed loop
of segments, i.e. a linear ring. For this thesis, linear rings ful�l the property of no self-
intersection, allowing the segments to touch each other but prohibiting crossing segments.
Such a linear ring is su�cient to construct Simple Polygons, consisting of a single linear
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8 2. Background

ring forming the polygon's boundary and de�ning its area. However, more complex poly-
gons may contain holes inside them, which themselves are encoded using a linear ring.
According to the ESRI Shape�le Technical Description [15], the outer linear ring has its
points sorted counter-clockwise, while inner rings, forming the holes, are listed clockwise,
preventing ambiguities. This is illustrated in Figure 2.2, with the points of the outer ring in
red being sorted in opposite clock directions compared to the inner ring, coloured in orange.

Important operations on polygons necessary for this approach can be partitioned into
property-related queries, such as obtaining a polygon's area or maximum diameter and
operations on multiple polygons. The latter includes operations to determine whether two
polygons intersect or the computation of a union on a set of polygons. More in-depth
information about the aforementioned operations can be found in the computational ge-
ometry book by Berg et al. [16]. Additionally, the centroid point of a polygon, located
at the geometric centre, can be computed by averaging the points of the polygon. The
centroid can provide a good abstraction of the location of the polygon, which can speed
up computations that do not require maximum precision. Another way to approximate a
polygon using a simpler shape is an Axis-Aligned Bounding Box (AABB). It can provide
a rough spatial representation of the polygon in the plane and is widely applied in geo-
metric algorithms [16]. An AABB can easily be constructed by obtaining the minimum
and maximum value among the set of points for each dimension involved. When deciding
whether two polygons intersect, which is usually rare when processing settlement data,
the AABBs of the two polygons can be compared �rst, and only if they intersect, a more
expensive algorithm operating on the actual polygons is run.

Figure 2.2.: Illustration of the linear rings in a polygon and its AABB. The points on
the polygon's boundary (red) are sorted counter-clockwise, while inner rings
are sorted clockwise. The AABB forms a rectangle that contains the whole
polygon and is aligned with the coordinate axes.

8



2.2. Computational Geometry 9

2.2.2. Sweep Line Algorithm

A Sweep Linealgorithm can bene�t from a spatially distributed set of geometries by sweep-
ing the coordinate plane in x or y direction [16] and preventing unnecessary comparisons,
e.g. for possible intersections between entities situated far apart. To realize this behaviour,
two additional data structures are required, namely the Sweep Line Status (SLS) and
the Event Queue (
 ) [16]. The SLSkeeps track of the state of the plane sweep and is
updated on each event. It is usually implemented using a balanced binary tree. TheEvent
Queue 
 is responsible for the correct order of events to be processed and realized using
a priority queue, which can handle the posterior insertion of events, although the plane
sweep was already started. To further illustrate the functionality of the SLSand the 
,
an example, considering the line segment intersection problem is given, adapted from the
computational geometry book [16] and illustrated in Figure 2.3.

Figure 2.3.: Snapshot of a plane sweep, solving the line segment intersection problem ef-
�ciently, adapted from [16]. The upper and lower endpoints (dark blue), as
well as currently found intersections (light blue), are events sorted according
to their y coordinate. Already handled events are marked grey. The sweep line
is a horizontal line translated from positive y to negative y. The SLS stores
the segments inx order from left to right, quickly determining intersections.

Given a set of line segmentsS in the plane, all intersection points shall be reported. A sim-
ple solution to the problem compares each segment with each other segment inS. However,
this approach yields a quadratic algorithmic complexity in the number of segmentsjSj,
even if no segments intersect. This problem can be solved more e�ciently by applying a
plane sweep, for example, in they direction from + 1 to �1 . The SLSholds the segments
currently intersected by the sweep linel sorted from left to right. Therefore, a segments
is added to theSLSwhen the upper endpoint ofs is intersected byl and removed from the
SLSwhen the lower endpoint ofs is about to be bypassed by the sweep line. Consequently,
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10 2. Background

the upper and lower endpoint of s is an event in the 
. When inserting a segment to the
SLS, it is su�cient to test the left and right neighbour in the SLSfor any intersection
since the order of segments can only change when adding/removing segments or when an
intersection is found. This requires handling intersection events as well to update the order
of segments in theSLS, which are inserted during the plane sweep when an intersection is
found and sorted according to thex coordinate of the intersection point. The algorithm
terminates when all events are handled and yields a much better algorithmic complexity
of O(n logn), assuming a linear amount of intersections andn = jSj.

2.3. Graph Theory
Graph theory is a core concept in computer science, applicable to many various problems,
like �nding the shortest path in a network or determining the most central entity [17]. It
unites the de�nition of the graph data structure as well as multiple algorithms operating
on the graph. The subsequent de�nitions and algorithms are based on the book "Introduc-
tion to Algorithms (Fourth Edition)" [17]. The �rst Subsection 2.3.1 introduces the graph
data structure and illustrates how a problem can be modelled as a graph. The two subse-
quent Subsections 2.3.2 and 2.3.3 explained important algorithms necessary for this thesis,
namely Edge Contraction and Breadth First Search . To process di�erent urban areas
in parallel, a graph can be split according to itsConnected Components, which are de�ned
in Subsection 2.3.4. The subsequent Subsection 2.3.5 is dedicated to centrality measures,
which are also applicable to settlement pattern analysis and operate on a graph. In the
�nal Subsection 2.3.6, the properties of a Directed Acyclic Graph (DAG) are outlined,
which is used for parallelizing the work
ow tasks.

2.3.1. Model

Figure 2.4.: Construction of a settlement network from the polygons (left), representing
the outline of a cohesive build-up area. TheNeighbouring BiPredicate decides
for a pair of polygons whether they will share an edge in the network. For
example, if the distance between the settlement polygons is less than a certain
maximum distance (maxDistance), an edge is constructed in the network. The
result on the right visualizes the obtained graph, with each vertex representing
a settlement with its respective colour.

A graph G = ( V; E) is de�ned using two sets. The setV stores the vertices of the graph,
while E stores the edges between the vertices as ordered pairs of vertices. Two nodes
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v; u 2 V share a directed edge if and only if (v; u) 2 E . For undirected graphs, the oppo-
site edge (u; v) is implicitly contained in E as well. For this thesis, we will only consider
undirected graphs and do not allow self-edges of type (v; v).

The polygons, approximating the outline of connected build-up areas, are located in a
two-dimensional plane. A graph can be constructed by specifying a criterion, which deter-
mines whether two vertices share an edge. In that particular case, said criterion can be the
distance between two polygons, which has to be lower than a speci�ed maximum distance.
In the resulting graph, every two vertices share an edge if and only if saidBiPredicate
returns true . Figure 2.4 illustrates this process.

2.3.2. Edge Contraction

Edge contraction is a procedure to shrink a graph by removing edges between vertices and
merging the nodes involved into a single vertex. Assuming a graphG = ( V; E) shall be
contacted by an edge (uv) 2 E with u; v 2 V . Said edge is removed from the graph, and
the adjacent verticesu and v are merged into a new vertexw. Moreover, all other edges
of u and v are removed. The new vertexw is then connected with the former neighbors
of u and v, omitting duplicated edges, resulting in a new graphG0 = ( V 0; E 0), which has
the following properties concerningG = ( V; E):

V 0 = V � f u; vg [ w
E 0 = E � (u; v) � f (ab)j(ab) 2 E ^ (a 2 f u; vg _ b 2 f u; vg)g

[f (xw)jx 2 V 0^ ((xu) 2 E _ (xv) 2 E)g

This procedure is further illustrated in Figure 2.5. It is important to mention that the
procedure can be customized by providing aContraction BiPredicate , de�ning which edges
to contract, and a Reduce Function, specifying how to merge the vertices. Both can be
adapted accordingly to match the desired behaviour, e.g. to delineate an urban area from
individual settlement polygons.

Figure 2.5.: Illustration of the edge contraction process, convertingG to G0 by contracting
the edge (u; v). The Contraction BiPredicate decided for the edge betweenu
and v that the edge (u; v) should be contracted since their distance is fairly
small. The Reduce Function furthermore de�nes how the vertices are merged.
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2.3.3. Breadth First Search

In contrast to the edge contraction procedure, theBreadth-First Search (BFS) algo-
rithm does not alter the graph. Starting from an initial vertex, the BFS can traverse the
graph by expanding the search to the neighbours of the initial node, which themselves
expand to their neighbours. The textbook procedure of BFS calculates paths between
vertices; however, the underlying concept of traversal can be applied to various problems.

Listing 2.1: Pseudo-code implementing a BFS graph traversal.

1 bfs ( G=(V,E):Graph , s: Vertex )
2 for v in V
3 v. status = UNKNOWN
4 s. status = OPEN
5 Q = Queue ()
6 Q. enqueue (s)
7 while (not Q. empty () )
8 u = Q. dequeue ()
9 for v in G. adjacency (u) : # loop over neighbors of u

10 if v . status == UNKNOWN
11 v. status = OPEN
12 doSomething (u ,v) # process edge as needed
13 Q. enqueue (v)
14 u. status = CLOSED

As formalized in the pseudo-code in Listing 2.1, the BFS �rst marks every vertex as
unknown before starting the traversal. A vertex goes through three states during the
processing, withUNKNOWN vertices still to be discovered by the algorithm. Whenever a
vertex is found due to its adjacency to a previously processed node, it is marked asOPEN,
indicating that the vertex is known to the algorithm but not processed yet. Finally, when
all neighbours of a certain node are discovered through the for-loop in line 9, the vertex
is CLOSED. The data structure for keeping track of the next node to be processed is a
queue, which implements the required �rst-in-�rst-out behaviour needed for breadth-�rst
traversal.

2.3.4. Connected Components

A connected componentC � V is a subset of vertices in a graph that can reach each other
with a path of edges through the network. Multiple connected components may exist since
a graph is not required to be connected. A path is a sequence of edges starting from a
vertex v to another vertex w. Consequently, the following property is necessary for every
pair of vertices v; w 2 C:

8v; w 2 C : 9 path p = [ v; p2; p3; ::; pl � 1; w]

Two separated, connected componentsC1 and C2 share no linking edge between them, as
visualized in Figure 2.6. This allows for the independent processing of two sets of vertices,
allowing parallel computations or traversals. Connected components can be obtained using
an adapted version of the BFS algorithm. It is important to note that during one BFS
traversal starting from a vertex s, all possible paths originating from s are discovered.
Therefore, all vertices belonging to the same connected component ass are found during
one BFS procedure.

12



2.3. Graph Theory 13

Figure 2.6.: Illustration of two separate connected componentsC1 and C2 in graph G. No
path of edges is connectingC1 and C2.

Consequently, every connected component inG can be calculated by starting a BFS traver-
sal from every UNKNOWN node while skipping traversal on already discovered vertices
belonging to a previously found connected component. The following code in Listing 2.2
formalizes this idea.

Listing 2.2: Adaption of BFS for disconnected graphs

1 bfs_al l ( G=(V,E):Graph )
2 for v in V
3 v. status = UNKNOWN
4 for v in V
5 if v. status == UNKNOWN
6 bfs (G,v) # discovers a whole connected component

2.3.5. Centralilty Measures

The �nal subsection, considering graph theory, introduces centrality measures, which can
be used to quantify the signi�cance of vertex in a network. Inherently, they are essential for
settlement pattern analysis and applied, for example, in the paper [18] to determine central
and important settlements. A centrality measure assigns scalar values to vertices or edges.
For example, the Degree Centrality is a common and simple centrality measure which
maps a vertex to the number of incident edges, in other words, the number of neighbours.
It is calculated using the degreeof vertex, which is de�ned as follows for a vertexv 2 V of
an undirected graph G:

deg(v) = jf (u; v)j(u; v) 2 E _ (v; u) 2 Egj

Figure 2.7 shows a small example graph with theDegree Centrality values of the vertices.
For proper centrality analysis on settlements, more sophisticated centrality measures are
required, speci�cally designed for spatial relationships and GIS data. Subsection 3.2.2,
as well as Subsection 5.2.3.6 introduce more suitable centrality measures for analysing
settlement patterns.
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14 2. Background

Figure 2.7.: Degree centrality applied to a simple network. The number of edges connected
to a vertex yields its centrality value.

2.3.6. Directed Acyclic Graph

A DAG has the inherent properties that its edges are directed and no cycles within the
graph exist [17]. Therefore, for every nodev, there is no sequence of edges which connects
v to itself. Since the edges are directed, the number of edges originating at a vertex may
di�er from the number of edges reaching said vertex. Consequently, the degree of a vertex
is split into indegree and outdegree for directed graphs. Vertices not reached by another
edge, i.e. vertices with indegree of zero, are considered the root nodes of the DAG.

Figure 2.8.: Example of a DAG and one corresponding linear ordering. The red vertex
with an indegree of zero comes �rst when topologically sorting the graph.
The ordering of the graph is not unique in this particular case. The orange
and blue nodes or the blue and dark grey nodes could be swapped in the linear
ordering while respecting the dependencies modelled by the DAG.

With these properties, a DAG can be sorted according to the dependencies, represented
by the edges between the vertices. Such a linear ordering of the graph can be obtained
using topological sorting [17]. Vertices with no dependencies, i.e. the root nodes, come
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�rst in this ordering. An example of this procedure is given in Figure 2.8, with the red
vertex being the single root node of the graph, being the �rst vertex in any linear ordering
of said DAG. However, vertices with no dependencies between them, such as the orange
and blue nodes, can be swapped in the topological ordering while maintaining correctness.
Therefore, such a linear ordering of a DAG is often not unique.
The ability to sort a DAG according to the dependency between the vertices makes the
DAG data structure especially suitable for modelling task dependency in a work
ow and
determining the next tasks to be processed while respecting the dependencies between the
tasks. Consequently, a DAG is used to implement the job scheduler, outlined in Subsection
5.2.4.2.

2.4. Common Work
ow Language

The Common Work
ow Language was introduced to standardize work
ows and enable
reusability, reproducibility, and portability of computational tasks [19]. Originating from
work
ows in bioinformatics, the CWL working group strives to standardize work
ow de�ni-
tion and execution independent from the application domain. This is achieved by de�ning
a YAML -based �le format for specifying the program to run, its inputs, and outputs. The
CWL de�nition �le also explicitly describes the binding of inputs to the command line
parameters of the program. An example of a:cwl �le is given in Listing 2.3. The type of
CWL application in the example below is CommandLineTool. This class of CWL is utilized
when abstracting the binding of command line arguments to executables. Starting from
line 6, the task inputs are de�ned by their name and type and are bound to command
line arguments. The strong typing of inputs ensures that the application receives a correct
input, e.g. an existing �le. Moreover, the task outputs are also speci�ed, which are the
standard and error output of the program and the �les produced by the SettlementDe-
lineationFilter binary, following the pattern de�ned in line 29. As depicted in Listing
2.3, the CWL standard allows for inline javascript, which is especially useful when output
�lenames are dependent on the input or to distinguish :log �les according to the input
provided.

To execute a CWL task, several CWL runners exist. The reference implementation, de-
veloped and maintained by the community, is namedcwltool [20], while other work
ow
engines, such asToil [21], implement the CWL standard as well, but additionally provide
broader support for di�erent deployment environments. These CWL runners can parse
the :cwl �les and set the input parameters using additional command line parameters or
a job �le in :yaml or :json format. The CWL runner then binds the inputs to the com-
mand line arguments of the executable according to the de�nitions in the :cwl �le and
runs the program. The execution is usually done inside a container for maximum isolation
and reproducibility. To run the task de�ned in Listing 2.3 using cwltool , the following
command can be utilized to bind the inputs to the executable and run theSettlement-
DelineationFilter program:

cwltool filter.cwl --shpFile Test.shp --config cfg.json

The command above assumes that all �les reside in the current working directory. A cleaner
approach is to create job de�nition �les, which set values for the input �elds de�ned in
the :cwl �le. These �les use key-value pairs to specify the value of an input variable.
Therefore, the key must match the input's name de�ned in the :cwl �le. Ultimately, each
job de�nes its values for the input �elds in the job �le, while the :cwl �le provides a single
source of truth for binding the inputs to the program and executing the task. To use a
job �le to set the inputs and run the task, the following command can be executed:
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16 2. Background

cwltool filter.cwl myFilterJob.json

Listing 2.3: Example of a :cwl �le wrapping the SettlementDelineationFilter exe-
cutable. The inputs for the task are a Shape�le and a con�guration �le,
which is bound to the corresponding pre�x for the command line argument.
The standard and error outputs are captured and written into a :log �le. The
names of the log �les are prepended with the �lename of the input shape�le,
which can be achieved using inlinejavascript. Another output is a list of �les,
which all match the pattern de�ned in line 29.

1 cwlVersion : v1 .2
2 class : CommandLineTool
3 baseCommand : [ Sett lementDel ineat ionFi l ter ]
4 requirements :
5 Inl ineJavascr iptRequirement : {}
6 inputs :
7 shpFile :
8 type : File
9 inputBinding :

10 posit ion : 1
11 prefix : - i
12 doc : " Input shapefi les for the fi l ter step "
13
14 config :
15 type : File
16 inputBinding :
17 posit ion : 2
18 prefix : -c
19 doc : "Path to conf igurat ion for the fi l ters "
20
21 outputs :
22 standardOut :
23 type : stdout
24 errorOut :
25 type : stderr
26 outFi le :
27 type : File []
28 outputBinding :
29 glob : "$( inputs . shpFile . nameroot ) _f i l tered .*"
30 doc : " Fi l tered output fi le "
31
32 stdout : $( inputs . shpFile . nameroot ) _f i l ter_stdout . log
33 stderr : $( inputs . shpFile . nameroot ) _f i l ter_stderr . log

2.5. Modern C++

With the recent versions of the C++ programming language, powerful abstractions like
Concepts, Rangesand functional error handling were added to the standard. This section
brie
y explains selected features utilized for the implementation of the proposed frame-
work. More in-depth information is provided in the o�cial documentation available on
the cppreference1 website.

1C++ documentation: https://en.cppreference.com/w/ (last visited: 10.07.2024)
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2.5.1. Concepts

As a fairly new feature, C++20 Concepts are heavily adopted in the framework to constrain
the types allowed for a templated function or class. Previously, template types could not be
constrained expressively, and a type mismatch would lead to incomprehensible compilation
error messages. WithConcepts, the developer can explicitly specify the requirements of a
type parameter in code and give meaning to the template type used in a generic function
or class. This enables readable static polymorphism, which checks during compile time
if a type provides the required interface. The interface de�ned by a concept can include
member and static functions the type has to provide, as well as type traits. Instead of
dynamic polymorphism through inheritance, ultimately requiring the usage of pointers
to base, Concepts enable value semantics with polymorphic behaviour. Concepts allow
static duck typing since solely the interface of a provided type is important and not the
inheritance relationships with a common base type. The following Listing 2.4 gives an
example of de�ning a concept in Line 2 and constraining a template parameter in Line 18.
It should be noted that the concept name followed by auto is syntactic sugar for the
declaration template<Hashable T> void printHash(T hashable) .

Listing 2.4: Example usage of C++20 concepts. The Hashable concept de�ned in line 2
constrains the parameter T to have a member functionhash, which returns an
integral number type like int or long. Struct S ful�ls that requirement, while
the return type of member function hash of struct X does return a string
and, therefore, does not ful�l the concept. Line 23 tries to call theprintHash
function with a string, which does not have a member functionhash returning
an integer; therefore, the compiler will produce an error as well, stating that
the concept was not satis�ed.

1 template htypename Ti
2 concept Hashable = requires ( const T & object ) {
3 { object . hash () } � std :: integral ;
4 };
5 struct S{
6 int hash () const {
7 return 1;
8 }
9 };

10 struct X{
11 std :: str ing hash () const {
12 return "Two";
13 }
14 };
15
16 void printHash ( Hashable auto hashable ){
17 std :: cout h h hashable .hash () h h std :: endl ;
18 }
19
20 int main () {
21 printHash (S{}) ;
22 printHash (X{}) ; // Compilat ion Error , " Hashable " not

sat isf ied
23 printHash (std :: str ing (" Compilat ion  Error ") ) ; // same here
24 }
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2.5.2. Ranges

An additional modern language feature adopted in the framework isC++ Ranges, pro-
viding an abstraction over all containers in the standard library. The implementation of
Ranges, relies on Concepts and iterators and enables the user to expect a container as a
parameter, without specifying the type of container, which could be for example a vector,
set, linked list or map. Moreover, C++ Ranges introduced views on containers, which do
not own data but can be used to iterate over the container without copying the elements.
Views allow for the chaining of operations and are evaluated lazily.

2.5.3. Functional Error Handling

With the introduction of std::optional<T> and std::expected<T,E> , the C++ lan-
guage now provides functional error handling. Instead of throwing and catching exceptions
or resorting to out-parameters, these monadic wrappers can express the success or failure
of an operation programmatically. An optional holds a value of type T on success or is
empty on failure, while std::expected additionally can store an error code or message of
type E.

2.5.4. Functors and Lambdas

Another relatively modern feature is std::function , a type-erased wrapper for function
pointers, lambdas or functors. The latter two are used extensively during the development
of the framework. The following Listing 2.5 illustrates the usage of a functor and a lambda
with std::function .

Listing 2.5: Example usage ofstd::function with a lambda and a functor object. A
Functor overrides the call operator to specify the function it represents. De-
pending on the distance function chosen, the result changes.

1 struct Vec {
2 double x;
3 double y;
4 };
5 double dist (Vec p, Vec q, std :: funct ion hdouble (Vec ,Vec ) i f ) {
6 return f(p ,q) ;
7 }
8 struct Eucl ideanDistance {
9 double operator () (Vec p, Vec q) const {

10 return sqrt (pow(p.x -q.x ,2)+pow(p.y -q.y ,2)) ;
11 }
12 }
13 int main {
14 auto manhattenDistance = []( Vec p, Vec q){
15 return fabs (p.x -q.x) + fabs (p.y -q.y) ;
16 };
17 Vec p {0 ,0 };
18 Vec q {1 ,1 };
19 dist (p ,q , manhattenDistance ); // 1
20 dist (p ,q , Eucl ideanDistance {}) ; // sqrt (2)
21 }
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3. Related Work

Related work concerning the approach in this thesis can be partitioned intoUrban Area
Delineation and Settlement Pattern Analysis. Settlements or urban areas can be delineated
in various ways. In Section 3.1, three methods to outline the boundaries of an urban area
are discussed, namely administrative, statistical, and geometric methods. Concerning
the analysis of settlement patterns, two di�erent practices will be outlined in Section
3.2, especially highlighting network-based analysis. In the �nal Section 3.3, previously
conducted research in the domain is brie
y summarized.

3.1. Urban Area Delineation

The delineation of an urban area determines the boundary of a settlement cluster, e.g., the
extent of a city, including its surrounding suburbs. In this section, three di�erent methods
for delineation are discussed from related research. The �rst Subsection 3.1.1 is dedicated
to administrative boundaries, usually de�ned by the authority in the area of interest.
In the subsequent Subsection 3.1.2, statistical approaches are presented, which rely on a
statistical model, abstracting the urban area, and also apply machine learning techniques.
The �nal Subsection 3.1.3 discussed a geometric approach computed deterministically,
unlike the aforementioned statistical methods.

3.1.1. Administrative Boundaries

In highly developed regions like Europe, o�cial data sets exist, marking the administra-
tive border of settlements. For example, theUrban Audit 2021 dataset features data on
the settlement outline for every European city exceeding 100; 000 residents [22]. It was
published in a joint e�ort of the European Commission, Eurostat, and GISCO in 2022.
In Figure 3.1, an excerpt of the dataset featuring southern Germany is viewed with the
software QGIS1, a program designed for creating, editing, and analyzing GIS data. In
addition to the polygon representing the settlement outline, additional metadata is stored
for each feature, specifying the settlement's name, area, and category. In contrast to
the Urban Audit 2021 dataset, the Database of Global Administrative Areas (GADM)
dataset provides a global dataset on administrative boundaries of settlements [23]. The
current version, 4.1, was published in 2022, featuring the administrative outlines of over
400; 000 settlements.

1QGIS website: https://www.qgis.org/de/site/ (last visited: 31.07.2024)
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Figure 3.1.: Southern Germany in theUrban Audit 2021 dataset [22], featuring all cities
in the region with more than 100; 000 residents as well as additional meta like
the area and name of the city. The.shp �le is viewed using the softwareQGIS.

3.1.2. Statistical Classi�cation

One statistical urban area delineation approach uses building density as an indicator for
urban settlements. In the paper \Delineating Urban Areas using Building Density", the
researchers use data from the French Geographical Institute, estimating the building den-
sity on a resolution of 200 meters by 200 meters per pixel [24]. The building density
was smoothed over multiple pixels using a kernel. Furthermore, a smoothed counterfac-
tual building density is computed by randomly redistributing buildings across pixels that
are considered buildable. A pixel is then classi�ed as urban when the actual smoothed
building density exceeds the 95th percentile of the distribution of counterfactual building
densities. Due to the smoothing, partly disjoint settlement areas are classi�ed as a single
urban area. The researchers claim that their results greatly di�er from o�cial delineation
using administrative boundaries.
In contrast to the previous mathematical approach, Xin Huang et al. propose a mul-
ticlassi�er system to delineate urban areas in their paper \Assessing and Improving the
Accurary of GlobeLand30 Data for Urban Area Delineation by Combining Multisource
Remote Sensing Data" [25]. Multiple datasets in
uence the classi�cation. GlobeLand30
is a dataset that classi�es land usage with a 30 by 30 meter resolution and is constructed
chie
y using satellite images and auxiliary data from the Chinese authorities. Additionally,
data regarding land cover and land use in
uences the classi�cation. The multiclassi�er im-
plements a voting mechanism, which outputs the class predicted by the majority of the
classi�ers. A pixel representing a 30 by 30 meter area is considered urban if at least two of
the three utilized classi�ers predict an urban settlement located in that speci�c area. Their
results provide a more accurate representation of the settlement outline. However, large
cities consequently consist of multiple cohesive settlement areas since natural obstacles or
other human infrastructure split build-up areas apart.
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