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Abstract—Workflow management systems are by now estab-
lished as a major tool in scientific computing, enabling the
composition and execution of complex analysis tasks on dis-
tributed computing resources. In this vision paper, we first review
the state-of-the-art in workflow management systems, discussing
the open challenges and shortcomings of existing work in the
area. We then present a vision and propose a research agenda
towards self-aware workflow orchestration that aims to integrate
online learning and reasoning processes to achieve a new level of
self-awareness and operational efficiency. A central part of the
envisioned approach is a new blackboard architecture serving
as a shared workspace for both the workflow system and the
underlying resource management systems. Our aim is to inspire
novel research in the area, addressing the gaps in existing work by
leveraging on recent advances in machine learning and artificial
intelligence.

Index Terms—Workflow systems, scientific computing, work-
flow orchestration, self-aware computing, performance and re-
source management

I. STATE-OF-THE-ART IN SCIENTIFIC WORKFLOW
MANAGEMENT SYSTEMS

Amstutz et al. [1] list more than 360 different workflow
systems designed to support diverse scientific applications by
automating computational processes, making efficient use of
cluster, cloud, and high-performance computing (HPC) infras-
tructures, and representing complex processing pipelines [2].
Various surveys attempt to review and classify such work-
flow systems [3]-[10]. Some examples of popular workflow
systems used in the context of scientific computing are
Pegasus [11], [12], NextFlow [13], [14], Snakemake [15],
Hyperflow [16], Argo Workflows [17], Parsl [18], and Apache
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Airflow [19]. In addition, many more general frameworks
and tools have often been used in the context of scientific
workflows, such as Globus Compute (funcX) [20], Globus
Flows [2], DAGMan [21], KubeFlow [22], Camunda [23], as
well as Amazon’s Simple Workflow Service [24] and Step
Functions [25]. There have been several community-driven
initiatives aiming to standardize workflow representations in
order to support their portability and reusability in a workflow-
engine-independent and vendor-neutral manner [26]-[28].

Modern workflow management systems separate workflow
orchestration from resource management tasks. Workflow en-
gines normally send ready-to-run tasks to underlying workload
scheduling and resource management systems (also referred to
as resource managers), which are responsible for the placement
and execution of tasks in a managed infrastructure such as
a cluster, cloud, or HPC environment. Resource managers
typically execute tasks as batch jobs or inside managed con-
tainers. An attempt to abstract the scheduling process used in
common resource managers in modern data centers was pre-
sented in [29], providing a reference architecture for datacenter
scheduling. Some examples of popular resource managers are
Kubernetes [30], [31], HTCondor [32], [33], Slurm [34], [35],
OpenPBS [36], Nomad [37], Apptainer [38], and Shifter [39].
A survey of scheduling strategies for workflows in cloud
environments was presented in [7]. In recent years, work-
load schedulers specifically targeted at utilizing serverless
Function-as-a-Service (FaaS) platforms, such as PyWren [40],
NumPyWren [41], [42], Lithops [43], and Fission [44], have
started to emerge.

Suter et al. [10] argue that progress in workflows research
is hindered by inconsistent terminology, leading to prolifer-
ation of workflow systems with overlapping capabilities and



ultimately confusion for users. They propose a community-
driven terminology that defines core concepts and shared
vocabulary for clear comparison and communication. Ejarque
et al. [45] argue that the development of modern workflow
applications is hampered by the lack of proper programming
models and environments that support the integration of HPC,
data analytics (DA), and artificial intelligence (Al) tasks, as
well as by the lack of tools to easily deploy and execute the
workflows in HPC systems. The authors present use cases with
complex workflows and discuss the issues that need to be
addressed for the HPC/DA/AI convergence. They propose a
development approach for a workflow platform comprised of
a software stack and HPC Workflow-as-a-Service (HPCWaaS)
concept. This effort was part of the EuroHPC eFlows4HPC
project [46]. In [47], the challenges in integrating HPC/DA/AI
workflows and respective developments were compared to the
evolution of the FaaS model in cloud computing, drawing
parallels between the eFlows4HPC approach and the serverless
computing paradigm.

The Globus research data management platform developed
at University of Chicago is an example of a general-purpose
platform that facilitates the integration and automation of
research process tasks. In the context of workflow manage-
ment systems, the most relevant parts are Globus Compute
(also known as funcX) [20] and Globus Flows [2]. Globus
Compute is a distributed FaaS platform that enables scalable
remote function execution on federated computing resources
with a focus on applications with fine grained tasks [48]. It
decouples the cloud-hosted management functionality from the
edge-hosted execution functionality using containers (Docker,
Singularity, and Shifter) to provide common execution en-
vironments across endpoints. Globus Transfer [49], which
is based on the GridFTP [50] protocol, enables secure and
high-performance data movement between different functions
within an endpoint (intra-endpoint). Globus Flows [2] enables
managed automation via a hosted Platform-as-a-Service (PaaS)
that supports the specification of reusable workflows using
a simple declarative notation based on the Amazon States
Language [51] used to define Amazon Step Functions [25]
state machines in the AWS cloud. Individual steps in a Flow
can call action providers—external services implementing a
common API. The Globs Compute action provider enables
tasks to be executed on remote computers. Generally, Globus
Flows is not designed for computational workflows involving
many tasks, for which specialized workflow tools exist [2].

In summary, the evolution of workflow management sys-
tems has been driven by the following major developments
and long-term trends:

o Separation of workflow orchestration from resource man-
agement tasks, where workflow engines interact with
resource managers responsible for the placement and
execution of tasks in a managed infrastructure.

« Increasing support for integrated use of federated and het-
erogeneous computing resources, including workstation,
cluster, cloud, and HPC environments, spanning both
CPU and GPU resources.

« Increasing use of containers to provide common execu-
tion environments across endpoints.

« Increasing integration of machine learning, data science
and Al algorithms in scientific workflows executed on
HPC infrastructure.

II. DISCUSSION

Although significant progress has been made over the past
few decades in workflow scheduling and orchestration, a
number of challenges remain. Modern scientific workflows
are increasingly dynamic with their behavior often influenced
by the initial input data and intermediate results available
only during execution [52], [53]. The dynamic nature of
workflows coupled with the growing diversity of resource
environments makes the prediction of workflow resource
demands and execution time challenging [54]-[58]. This is
further complicated by the fact that workflows typically exhibit
varying degrees of parallelism and resource consumption over
their execution path [53]. Generally, the type of components,
number of components in each phase, and number of phases
heavily depend on the operation and input used to invoke the
workflow. Executing such dynamic workflows on traditional
HPC clusters with a fixed amount of computing resources
leads to over- and/or under-provisioning of resources.

The serverless computing model is increasingly explored as
an execution environment for dynamic workflows as it can
provide elastic resource provisioning [47], [48], [59], [60].
However, current work on scheduling scientific workflows
on serverless computing platforms is limited to the FaaS
model [48], [53], [61]-[63], and although showing promising
initial results, existing approaches have only been applied
to selected scenarios and domains, imposing a number of
assumptions and limitations. For example, serverless FaaS
functions, which are short-lived and lack direct communica-
tion, face significant challenges in managing large amounts of
data effectively [64]. The traditional approach of using cloud
storage to carry the data in a download—compute—upload se-
quence is inefficient and expensive. Although some approaches
to alleviate this issue have recently been proposed [64], [65],
currently no approach exists that can cope with complex data-
intensive workflows, such as Earth Observation workflows,
where data volume, parallelization, and locality constraints
play a central role for the performance, energy efficiency, and
scalability of the execution. Furthermore, as argued in [53], the
lack of predictive patterns in workflow task invocations, task
phases, and their concurrency, makes it challenging to leverage
existing serverless techniques for warming up and elastically
scaling the required task runtime environment. Effective task
invocation and resource demand prediction mechanisms are
required to minimize keep alive costs and avoid cold starts
for serverless computing to make it beneficial for dynamic
workflows.

Another important issue is that while (in an increasingly het-
erogeneous resource landscape) the decoupling of the resource
management layer from the workflow orchestration layer in
existing workflow management systems has many advantages,



there is increasing realization that this strict separation of con-
cerns comes with some costs and drawbacks [45], [66], [67].
The fact that common HPC resource allocation policies and
schedulers are not designed for workflow-aware abstractions
was identified as a challenge in the recent workflow commu-
nity summits [68], [69]. Indeed, given that resource managers
are normally unaware of the workflow structure and task
dependencies, their task placement and scheduling decisions
may be suboptimal from a performance and resource efficiency
standpoint. Further, while the workflow engine will normally
have knowledge about the abstract workflow structure and task
dependencies, as already discussed, the exact execution order
may depend on the initial input data and intermediate results
only available during execution.

These observations motivate increasing efforts to enable
workflow-aware scheduling by providing underlying resource
managers with dynamic information on workflow structure,
resource requirements, and current execution plan to enable
better scheduling decisions [52], [66], [67]. Yet individual
resource managers still make decisions largely independently
of one another, without the ability to coordinate or to provide
feedback that may influence decisions at the workflow orches-
tration layer. Indeed, in reality, a placement and scheduling
decision made by a resource manager may render the current
workflow execution plan suboptimal with respect to the overall
workflow priorities and execution deadlines.

Thus, to further improve efficiency, we see the need for
bidirectional synchronization and exchange of information
from the workflow orchestration layer to the underlying re-
source managers and the other way round. On the one hand,
efficient scheduling and prioritization of tasks at the workflow
orchestration level should take into account the placement
and resource allocation decisions of the individual resource
managers. On the other hard, optimizing task placement and
scheduling by individual resource managers should take into
account the scheduling decisions at the workflow orchestration
level (e.g., current execution plan, expected processing phases,
and resource demands).

Further, learning accurate models for predicting the work-
flow and task resource demands and execution times requires
information and context from both the workflow orchestration
and resource management layers [54], [56], [57]. For example,
monitoring data at the workflow level combined with resource
consumption measurements could be used by the workflow
orchestration system to learn models capturing task execu-
tion phases, resource demands, and parametric dependencies.
Finally, as argued in [70], novel techniques to automatically
identify identical computations across workflows are needed
to reduce energy consumption by avoiding redundant compu-
tations across multiple workflows or repeated executions of
the same workflow.

IITI. VISION AND RESEARCH AGENDA

We now propose a long-term vision and research agenda to-
wards self-aware workflow orchestration, inspired by the self-
aware computing paradigm [71], [72]; our goal is to inspire

novel research in the area, addressing the described challenges
by leveraging on recent advances in machine learning and
artificial intelligence. The presented vision is pursued in the
context of a recently started large-scale research project SOS.!

Self-aware computing systems are computing systems that:

1) learn models capturing knowledge about themselves and
their environment (such as their structure, design, state,
possible actions, and run-time behavior) on an ongoing
basis, and

2) reason using the models (for example predict, analyze,
consider, plan) enabling them to act based on their
knowledge and reasoning (for example explore, explain,
report, suggest, self-adapt, or impact their environment),

in accordance with higher-level goals, which may also be
subject to change [72].

The continuous learning and reasoning enable model-based
analysis at run-time that goes beyond applying simple rules,
heuristics, or feedback loops, explicitly programmed at system
design-time. Figure 1 illustrates the concept of a model-based
learning and reasoning loop (LRA-M loop) capturing the main
activities in a self-aware computing system. The figure shows
the self and its interfaces to the environment in which it
is operating. The activities within the self are driven by its
goals and its observations collected as empirical data about
relevant aspects of the system and its environment, its users,
and so on. The empirical data is used as a basis for the
ongoing learning process, as part of which observations are
abstracted into models capturing potentially relevant aspects of
the system and its environment (such as their structure, design,
state, possible actions, and run-time behavior). The models are
used as a basis for the reasoning process, which may result in
actions affecting both the behavior of the system itself (self-
adaptation) as well as possibly impacting the environment.
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Fig. 1. Self-aware learning and reasoning loop [72].
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In the context of scientific workflows, a scientist executing
a workflow should only be required to specify execution goals
and constraints at a high level of abstraction. These may
include optimization objectives (such as time-critical, cost-
efficient, or carbon-neutral execution), execution deadlines
(time-to-result), budget constraints, infrastructure constraints
(e.g., dedicated resources versus public clouds, potentially
restricted to certain geographical regions), and reproducibil-
ity requirements. Based on these parameters, the workflow
platform should automatically optimize the workflow orches-
tration through self-aware learning and reasoning loops [71]
integrating system monitoring and diverse predictive modeling
techniques to achieve a new level of self-awareness and
operational efficiency.

A. Approach

To realize this vision and address the challenges discussed
in Section II, a major goal of the proposed research agenda
is to design a flexible and dynamic architecture, through
which the workflow orchestration system (WOS) and the
underlying resource management systems (RMS), spanning
cluster, cloud, and HPC environments, can share relevant
information (data and models) and interact to collectively
optimize workflow executions and resource efficiency. The
architecture includes online performance models to capture
relevant workflow aspects for predicting task execution phases
and their resource demands as input to the task placement
and scheduling algorithms. Further, the models should enable
predicting the total resource consumption and time-to-result
of a workflow execution.

The approach by Lehmann et al. [52] can be used as a start-
ing point for our design of an interaction protocol between the
WOS and the underlying RMS, enabling knowledge exchange
for coordinated and workflow-aware resource management.
As discussed in Section II, we see the need for bidirectional
synchronization and exchange of information between the
WOS and RMS. On the one hand, efficient scheduling and
prioritization of tasks at the WOS level should take into
account the placement and resource allocation decisions of the
individual RMS. On the other hard, optimizing task placement
and scheduling at the individual RMS should take into account
the decisions at the WOS level (i.e., current execution plan,
expected processing phases, and resource demands). While
the WOS will normally have knowledge about the abstract
workflow structure and task dependencies, the exact execution
order may depend on the initial input data and intermediate
results only available during execution.

We envision a novel coordinated and collaborative approach
to workflow orchestration and resource management, where
the WOS layer is designed to closely interact with the un-
derlying RMS. The goal is to enable coordinated mutual
scheduling, placement, and resource management decisions,
where the different layers can influence each other to achieve
better overall performance and energy efficiency. We envision
an architecture illustrated in Figure 2, inspired by the black-
board paradigm and software architecture pattern [73]. This

architectural style originally emerged in the Al domain as an
approach to integrate cooperating software modules in order
to achieve a flexible, brainstorming style of problem solving;
the blackboard is a shared repository containing the data from
various problem solving states [74], [75].

We propose to build upon the concept of coordinated
reflection [76]. The goal is to design a flexible and dynamic
architecture based on a blackboard that will serve as a shared
knowledge base and workspace, through which the WOS
and RMS will share relevant information (data and models)
and interact to collectively optimize workflow executions and
resource efficiency. The WOS should be designed to manage
a set of online models for each executed workflow and
task, capturing relevant aspects for optimizing scheduling and
resource management efficiency. The workflow models should
be based on static information obtained from the workflow
design models and specifications (e.g., abstract execution
graphs, input and output data, execution schemes) combined
with dynamic information obtained at run time (e.g., task
processing phases and respective resource demands, as well
as parametric dependencies capturing the influences of input
data and configuration parameters on the workflow and task
behavior). During the execution of a workflow, the workflow
models and/or relevant data extracted from them should be
placed on the blackboard such that they can be leveraged
by the RMS to optimize resource management decisions.
Similarly, the various RMS should maintain local information
(data and models) for each executed task and will share
relevant information that may potentially be of use to the
WOS by storing such information on the blackboard. For
example, resource consumption measurements and statistics
could be used by the WOS to learn models capturing the task
resource demands and parametric dependencies. RMS may
further provide information how to access stored execution
traces, which could in turn be used by the WOS to extract
models of the task execution phases.

The blackboard should be designed to maintain an annotated
physical execution graph for each executed workflow. The
graph will capture the current state of the workflow execution,
including relevant information on: (1) workflow execution pri-
orities and constraints, (2) scheduled, ready-to-run, completed,
and upcoming tasks, (3) current task placement and scheduling
decisions, (4) estimated actual resource consumption and task
completion times, and (5) requested system-level monitoring
data. The blackboard can thus serve as a shared workspace
providing the WOS and the RMS up-to-date information on
the state of their current decisions and execution plans, while
allowing them to also use this information to interact and coor-
dinate their scheduling, placement, and resource management
decisions.

To give an example, when a workflow execution is started,
the WOS will first load the relevant workflow models on
the blackboard and then instantiate the physical execution
graph (based on the abstract execution graph), while adding
(annotated) information on the task priorities, constraints, and
requested system-level monitoring. The WOS will then mark
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Fig. 2. Envisioned blackboard architecture for self-aware workflow orchestration and resource management.

all ready-to-run tasks on the graph and notify the respective
RMS. The latter can then examine the blackboard and start
making placement and scheduling decisions (changing the
state of respective tasks from ’ready-to-run’ to ’scheduled’),
while leveraging all relevant information to optimize resource
efficiency and taking into account the workflow priorities and
constraints such as execution deadlines. Based on the current
execution plan, the RMS can add information to the physical
execution graph about the expected task completion times.
This in turn may influence future decisions made by the WOS
and in some cases may even lead to the WOS revising a
previously made decision, for example, if a given set of tasks
is expected to take too long to complete, blocking resources
needed for executing other higher priority workflows that may
have arrived in the mean time.

B. Research Questions and Challenges

We now formulate a set of research questions that need to
be answered in order to realize the proposed approach. These
questions are intended as a research agenda, aimed at spawning
new research directions and interdisciplinary collaborations.
We expect that some of the questions may be approached in a
generic manner, while others may be considered for different
subdomains within the domain of scientific workflows (e.g.,
geosciences vs. genomics). Understanding under what assump-
tions individual questions can be addressed in a satisfactory
manner is a research challenge in itself.

1) Blackboard Architecture for Self-Aware Workflow Or-
chestration and Resource Management:

o Which specific tasks and responsibilities should be as-
signed to the WOS and RMS layers to ensure a balance
between low coupling and high cohesion (separation of
concerns), on the one hand, and support for coordinated
and optimized decision making, on the other hand?

e Which knowledge (data and models) should be main-
tained and managed locally in the WOS and RMS layers
and which knowledge should be shared between the
layers using the blackboard?

o Which parts of the blackboard should be managed by
the WOS and which by the RMS? What access rights
(read, write) should be assigned to different participants
for accessing information stored on the blackboard?

o How should the blackboard be designed (structure and
topology) and physically implemented in order to support
fast, efficient, and reliable concurrent access by multiple
independent parties without the danger of it becoming a
bottleneck or reaching an inconsistent state?

« What decentralized architectures and access protocols can
be used to avoid the blackboard turning into a single point
of failure?

o How should information exchange be realized: Which
data should be passed through asynchronous (event-
based) vs. synchronous communication?

« What protocols should be used to enable fast and efficient
access to external data (e.g., raw monitoring data such as
execution traces) that is not part of the blackboard but is
stored locally at the RMS or the WOS?

2) Workflow Scheduling, Monitoring, and Provenance for
Fault-Tolerant, Explainable, and Reproducible Execution:

o For each executed workflow, what specific information on
the workflow state and execution plan should be stored
as part of the annotated physical execution graph?

o Which parts of the execution graph should be managed
by the WOS and which by the RMS?

o How to design scheduling algorithms taking into account
factors such as constraints, workflow prioritization, user
quotas, budget limits, as well as targeted tradeoff between
processing costs and time-to-result?



e« How to dynamically map end-to-end workflow dead-
lines to individual task deadlines to allow for maximum
flexibility such that contention- and energy-aware task
placement and scheduling can be leveraged?

o What operational metrics need to be monitored to track
progress and resource consumption of different users for
workflow and task execution?

« What interfaces should be used to communicate system-
level monitoring requirements to the RMS and integrate
provided monitoring data?

o What workflow and task-level provenance data should be
stored and managed by the WOS and by the individual
RMS to support the explainability and reproducibility of
workflow executions?

o« How to track progress in workflow and task execu-
tion such that workflow execution can be automatically
restarted and resumed with minimum loss of work after
a failure?

3) Online Performance Models for Run-Time Optimization,

Resource Demand Estimation, and Time-to-Result Prediction:

o What data should be shared between the WOS and RMS
as a basis for learning online performance models?

e« What models are suitable to capture task execution
phases, their parallelism, and their resource consumption?

o How can parametric dependencies be modeled?

o What interfaces should be used by RMS to access relevant
information from online performance models as input
for contention- and energy-aware task placement and
scheduling?

« How can information on the expected workload be passed
to the RSM in a proactive manner, so that it can be used
for warming up and elastically scaling the required task
runtime environment?

o How can the developed models be used to predict the
overall time-to-result of a given workflow execution?

o How to manage identity of individual task executions
applied on the same data in order to automatically identify
identical computations across workflows?

o How to support caching and reuse of processing results
from multiple task executions on the same data?

While the envisioned self-aware learning and reasoning pro-
cesses will introduce some overhead, the potential efficiency
gains are expected to far outweigh the incurred costs. As
argued in [70], scientific workflows are particularly energy
intensive and the potential to reduce their energy costs and
carbon footprint is significant; novel approaches for energy-
aware task placement, scheduling, and research data manage-
ment, as well as techniques to automatically identify and avoid
identical computations across workflows, are urgently needed
as energy costs skyrocket.

C. Towards Proof-of-Concept

As a first step towards the described vision, we have
implemented an initial prototype of the envisioned blackboard
architecture.

To overcome the aforementioned challenges, it is essential to
establish a robust and extensible foundation. In our framework,
we distinguish between the static aspect of workflows and their
dynamic execution. A static workflow model is independent of
user input and can be reused. Our workflow models are based
on the Common Workflow Language (CWL) [26], which
facilitates CWL workflow execution, supports the community
standard, and promotes the FAIR principles. Workflow exe-
cution involves instantiating the static model and combining
it with user input. The key difference is that a single task
from the static workflow model can be instantiated as multiple
jobs in the execution graph if parallelization is required. The
number of jobs normally depends on the user input provided
at the beginning of execution.

The Blackboard is the primary component of the framework.
It serves as a central orchestration engine that receives, models,
and stores workflows; maintains resource-related metadata;
and coordinates all framework components. It combines static
workflow models with dynamic run-time information. Inter-
nally, the Blackboard consists of a workflow manager and
an execution manager that use a publish/subscribe mechanism
to respond to job-state changes. Thus, external components
communicating with the Blackboard can subscribe to specific
objects, enabling precise, event-driven notifications. Workflow
execution is handled by the PlatformAdapter, which is placed
on each heterogeneous execution platform and supports dif-
ferent execution backends. We can adjust these adapters to
specific platforms that connect to the Blackboard, enabling
a global view of the resource landscape and bidirectional
communication for exchanging control-plane information. The
scheduler is responsible for scheduling and placing jobs
based on information from the Blackboard. The scheduling
algorithms consider constraints, user quotas, budget limits,
workflow priorities, and efficiency. To execute heterogeneous
workflows across multiple execution platforms, we must track
and transfer the files required as job inputs. The FileManage-
ment component handles these responsibilities. It maintains
a central file registry and coordinates file transfers between
registered execution platforms.

We have already tested the prototype with some basic syn-
thetic workflows to demonstrate its parallelization capabilities.
Currently, we are executing real-world heterogeneous scientific
workflows that require the ability to run different steps on
different platforms, all of which are orchestrated through a
blackboard.

IV. CONCLUSION

We reviewed the state-of-the-art in workflow management
systems, discussing the shortcomings of existing work, and
then presented a long-term vision and research agenda towards
self-aware workflow orchestration. A central part of our envi-
sioned approach is a new blackboard architecture serving as a
shared workspace of the workflow system and the underlying
resource management systems. The vision is pursued as part
of a large-scale research project SOS (https://dfg-sos.de).
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