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Semantic Gap Problem

VMM

Server m

VM VM VM

VMM

Server n

VM VM VM

VMM

Server k

VM VM VM

OS

JVM

Java EE

EAR EAR

Complex Software Stacks

• Multiple layers

• Heterogeneous

Applications

• Multiple tiers

• Multiple resource types

Resource

Allocation

High-level Application

Goals (e.g., SLOs)

Configuration of System 

Components, Layers & Tiers?
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Semantic Gap Problem

Service level objectives

(SLOs)

Configuration of System 

Components, Layers & Tiers?

 Availability & Performance

 Services available 99.99% of the time

 Response time of service x < 20 ms

 Transaction throughput > 1000

 Server utilization > 60% on average

 „Time to recover after a failure“ < 1 min

 Efficiency

 Allocate only as much resources as are

actually needed

 ...

 How many vCPUs to allocate to

virtual machine (VM) n?

 How much memory to allocate to

VM n?

 When exactly should a 

reconfiguration be triggered?

 Which particular resources or

services should be scaled / 

replicated / migrated / restarted?

 How quickly and at what granularity?
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Descartes Tool Chain

http://descartes.tools
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Descartes Tool Chain

Mailing list available...

http://descartes.tools
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 DML – Descartes Modeling Language (homepage, publications)

 DML Bench (homepage, publications)

 DQL – Declarative performance query language (homepage, publications)

 LibReDE - Library for resource demand estimation (homepage, publications)

 LIMBO – Load intensity modeling tool (homepage, publications)

 WCF – Workload classification & forecasting tool (homepage, publications)

 BUNGEE – Elasticity benchmarking framework (homepage, publications)

 hInjector – Security benchmarking tool (homepage, publications)

 Queueing Petri Net Modeling Environment (QPME)

 Further relevant research

 http://descartes-research.net/research/research_areas/

 Self Aware Computing (publications)

Selected Tools

http://descartes.tools/dml
http://se2.informatik.uni-wuerzburg.de/pa/ly/p?team=SE-WUERZBURG&tag=DML&title=1&navbar=1
http://descartes.tools/dml_bench
http://se2.informatik.uni-wuerzburg.de/pa/ly/p?team=SE-WUERZBURG&tag=DML&title=1&navbar=1
http://descartes.tools/dql
http://se2.informatik.uni-wuerzburg.de/pa/ly/p?team=SE-WUERZBURG&tag=DQL&title=1&navbar=1
http://descartes.tools/librede
http://se2.informatik.uni-wuerzburg.de/pa/ly/p?team=SE-WUERZBURG&tag=LibReDE&title=1&navbar=1
http://descartes.tools/limbo
http://se2.informatik.uni-wuerzburg.de/pa/ly/p?team=SE-WUERZBURG&tag=LIMBO&title=1&navbar=1
http://descartes.tools/wcf
http://se2.informatik.uni-wuerzburg.de/pa/l/p?permalink=B4&title=1
http://descartes.tools/bungee
http://se2.informatik.uni-wuerzburg.de/pa/ly/p?team=SE-WUERZBURG&tag=BUNGEE&title=1&navbar=1
http://descartes.tools/hinjector
http://se2.informatik.uni-wuerzburg.de/pa/ly/p?team=SE-WUERZBURG&tag=HInjector&title=1&navbar=1
http://descartes-research.net/research/research_areas/
http://se2.informatik.uni-wuerzburg.de/pa/ly/p?team=SE-WUERZBURG&tag=Self-aware-computing&title=1&navbar=1
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 Architecture-level modeling language for modeling QoS and resource 

management related aspects of IT systems and infrastructures

 Prediction of the impact of dynamic changes at run-time

 Current version focused on performance including capacity, responsiveness 

and resource efficiency aspects

http://descartes.tools/dml

Descartes Modeling Language (DML)



S. Kounev11

Architecture-level Performance Model

Application Architecture Model

Resource Landscape Model
Usage

Profile

Adaptation Points Model

Degrees-of-Freedom

Software

Infrastructure

DML Sub-Models

Adaptation Process Model

Strategies Tactics Actions
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 Implementation in Ecore (Eclipse Modeling Framework)

 Excerpt from meta-model: resource landscape

DML Implementation

DistributedDataCenter

DataCenter

CompositeHardwareInfrastucture

belongsTo

consistsOf

0..1

1..*

Container

RuntimeEnvironment

ComputingInfrastructure

ContainerTemplateConfigurationSpecification

* 0..1templateconfigSpec

1

*

contains

containedIn
HardwareInfrastucture

1..*

1..*

1 contains

partOf

contains

0..1

NetworkInfrastructureStorageInfrastructure

ofContainer
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Virtualization Platform

Binary Translation

Para-Virtualization

Full Virtualization

Virtualization Type

exclusive OR

Legend

inclusive OR

Resource Management

Configuration

CPU Scheduling

CPU Allocation

Core Affinity

Workload Profile

I/O

CPU

Memory

Network

Disk

CPU Priority Memory Allocation

Number of VMs

Resource 

Overcommitment

VMM Architecture

Dom0

Monolitic

e.g. cap=50e.g. mask=1,2

e.g. vcpu=4

N. Huber, M. Quast, M. Hauck, and S. Kounev. Evaluating and Modeling Virtualization Performance 

Overhead for Cloud Environments. International Conference on Cloud Computing and Services Science 

(CLOSER 2011), Noordwijkerhout, The Netherlands, May 7-9, 2011. Best Paper Award.

Example: Custom Configuration Model
(Feature Model for the Virtualization Platform)
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XenServer 5.5 Virtual Machines

GBit LAN

Weblogic Application Server hosting the 

SPECjEnterprise2010 benchmark

SPECjEnterprise

2010

Example: WebLogic Server Cluster 
(Resource Landscape)
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<<ComputingInfrastructure>>

ComputeNode20

<<RuntimeEnvironment>>

XenServer20

<<RuntimeEnvironment>>

VMn

<<ComputingInfrastructure>>

ComputeNode20

<<RuntimeEnvironment>>

XenServer20

<<RuntimeEnvironment>>

VMn

<<ComputingInfrastructure>>

ComputeNode20

<<RuntimeEnvironment>>

XenServer20

<<RuntimeEnvironment>>

VMn

<<ComputingInfrastructure>>

ComputeNode20

<<RuntimeEnvironment>>

XenServer20

<<RuntimeEnvironment>>

VMn

<<ComputingInfrastructure>>

ComputeNode1

<<RuntimeEnvironment>>

XenServer1

<<RuntimeEnvironment>>

VM1

<<ActiveResourceSpecification>>

processingResourceType = CPU

processingRate = 2.66 GHz

schedulingPolicy = PROCESSOR_SHARING

numberOfCores = 4

<<ActiveResourceSpecification>>

processingResourceType = CPU

processingRate = 2.66 GHz

schedulingPolicy = PROCESSOR_SHARING

numberOfCores = 4

<<ComputingInfrastructure>> 

DatabaseServer

<<ActiveResourceSpecification>>

processingResourceType = CPU

processingRate = 2.66 GHz

schedulingPolicy = PROCESSOR_SHARING

numberOfCores = 4

<<ActiveResourceSpecification>>

processingResourceType = CPU

processingRate = 2.66 GHz

schedulingPolicy = PROCESSOR_SHARING

numberOfCores = 4

<<ActiveResourceSpecification>>

processingResourceType = CPU

processingRate = 2.66 GHz

schedulingPolicy = PROCESSOR_SHARING

numberOfCores = 4<<ActiveResourceSpecification>>

processingResourceType = vCPU

processingRate = 2.66 GHz

schedulingPolicy = PROCESSOR_SHARING

numberOfCores = 2

<<ModelVariableConfigurationRange>> NrOfVcpus

minValue = 2

maxValue = 4

<<ModelEntityConfigurationRange>> VmHost

variationType = SetOfConfigurations

possibleValues = "XenServer1, XenServer2, ..."

<<ModelEntityConfigurationRange>> VmInstances

variationType = PropertyRange

minValueConstraint = "minVmInstances"

maxValueConstraint = "maxVmInstances"

<<ActiveResourceSpecification>>

processingResourceType = CPU

processingRate = 2.66 GHz

schedulingPolicy = PROCESSOR_SHARING

numberOfCores = 4

Example: WebLogic Server Cluster 
(Resource Landscape Model) + (Adaptation Points Model)
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<<ComputingInfrastructure>>

ComputeNode20

<<RuntimeEnvironment>>

XenServer20

<<RuntimeEnvironment>>

VMn

<<ComputingInfrastructure>>

ComputeNode20

<<RuntimeEnvironment>>

XenServer20

<<RuntimeEnvironment>>

VMn

<<ComputingInfrastructure>>

ComputeNode20

<<RuntimeEnvironment>>

XenServer20

<<RuntimeEnvironment>>

VMn

<<ComputingInfrastructure>>

ComputeNode20

<<RuntimeEnvironment>>

XenServer20

<<RuntimeEnvironment>>

VMn

<<ComputingInfrastructure>>

ComputeNode1

<<RuntimeEnvironment>>

XenServer1

<<RuntimeEnvironment>>

VM1

<<ActiveResourceSpecification>>

processingResourceType = CPU

processingRate = 2.66 GHz

schedulingPolicy = PROCESSOR_SHARING

numberOfCores = 4

<<ActiveResourceSpecification>>

processingResourceType = CPU

processingRate = 2.66 GHz

schedulingPolicy = PROCESSOR_SHARING

numberOfCores = 4

<<ComputingInfrastructure>> 

DatabaseServer

<<ActiveResourceSpecification>>

processingResourceType = CPU

processingRate = 2.66 GHz

schedulingPolicy = PROCESSOR_SHARING

numberOfCores = 4

<<ActiveResourceSpecification>>

processingResourceType = CPU

processingRate = 2.66 GHz

schedulingPolicy = PROCESSOR_SHARING

numberOfCores = 4

<<ActiveResourceSpecification>>

processingResourceType = CPU

processingRate = 2.66 GHz

schedulingPolicy = PROCESSOR_SHARING

numberOfCores = 4<<ActiveResourceSpecification>>

processingResourceType = vCPU

processingRate = 2.66 GHz

schedulingPolicy = PROCESSOR_SHARING

numberOfCores = 2

<<ModelVariableConfigurationRange>> NrOfVcpus

minValue = 2

maxValue = 4

<<ModelEntityConfigurationRange>> VmHost

variationType = SetOfConfigurations

possibleValues = "XenServer1, XenServer2, ..."

<<ModelEntityConfigurationRange>> VmInstances

variationType = PropertyRange

minValueConstraint = "minVmInstances"

maxValueConstraint = "maxVmInstances"

<<ActiveResourceSpecification>>

processingResourceType = CPU

processingRate = 2.66 GHz

schedulingPolicy = PROCESSOR_SHARING

numberOfCores = 4

Example: WebLogic Server Cluster 
(Resource Landscape Model) + (Adaptation Points Model)
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Example
(Application Architecture Model)

WebShop
CatalogServlet

ShowDetails
Servlet

ShoppingCart
Servlet

JPAProvider

SQLDB

BrowseCatalog

ViewArticleDetails

Manage
ShoppingCart

EntityAccess
DataAccess

Delivery
ArticleDelivery
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Example
(Coarse-Grained Service Behavior Model)
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Example
(Fine-Grained Service Behavior Model)

<<UsageScenario>>

DealerDriver.Manage

<<SystemCallAction>>

showInventory
<<SystemCallAction>>

showInventory

<<SystemCallAction>>

home

<<BranchAction>>

<<BranchTransition>>

Probability: 0.6
<<BranchTransition>>

Probability: 0.4

<<SystemCallAction>>

cancelOrder

<<BranchAction>>

<<BranchTransition>>

Probability: 0.4
<<BranchTransition>>

Probability: 0.6

<<LoopAction>>

Loop Iteration Number =

 [ (1;0.55) (2;0.11)... ]

<<SystemCallAction>>

sellInventory
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Autonomic Decision Making

Online Performance Prediction

Architecture-Level 

Performance Model

<<DataCenter>>

BYDC
<<ComputingInfrastructure>>

desc2

<<FineGrainedBehavior>>

IGateway.predict()

<<implements>>

<<ComputingInfrastructure>>

desc1

<<ComputingInfrastructure>>

desc4
Database

Gateway

Server

<<ComputingInfrastructure>>

desc3
Prediction 

ServerA

Prediction 

ServerB

IGateway

   train()

   predict()

   results()

IDatabase

   write()

   query()

IPredictionServer

   train()

   predict()

<<ConfigurationSpecification>>

ResourceType="CPU"

ProcessingRate=2.7GHz

Cores=2

<ConfigurationSpecification>>

ResourceType="CPU"

ProcessingRate=2.7GHz

Cores=8

<<UsageProfile>>

UserPopulation=10

ThinkTime=0.0

Service="train"

RecordSize=500,000

<<BranchAction>>

doLoadBalancing

Probability: 0.5

<<ExternalCallAction>>

PredictionServerA.predict

Probability: 0.5

<<ExternalCallAction>>

PredictionServerB.predict

<<InternalAction>>

parsePredictionJobs

<<InternalAction>>

schedulePredictionJobs

<<ParametricResourceDemand>>

ResourceType="CPU"

Unit="CpuCycles"

Specfication="(0.5506 + (7.943 * 10^(-8) 

* recordsize)) * 2700"

<<ModelEntity

ConfigRange>>

minInstances=1

maxInstances=16

1 Gbit Ethernet

Online Performance 

Prediction

#vCPU = (2...4)

# VM-Instances

= (1...16)
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Queueing Petri Net

Transformations to Predictive Models

Ordinary 
Place

Queueing 
Place

Queue Depository

Waiting Line Server

Queue

DeparturesArrivals

Bounds Analysis Model Layered Queueing Network
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Adaptation Process Model

StrategyX

TacticA

Action1

reconfigure

execute

use

trigger / guide

Events / Objectives

System Model /
Real System

StrategyY

TacticB TacticC

Action2

Action3

Action4

Actionn

System- 
Specific

(Technical)

Goal-
Oriented
(Logical)
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S/T/A Meta-Model (Strategies, Tactics and Actions)

threshold : Double

relOperator : String

Specification Event

Strategy

OverallGoal

Objective

weight : Double

WeightedTactic

1..*objectives triggeringEvent

1objective

1

tactics

1..*

strategies

1..*

Strategy
WeightingFunction

1

AdaptationProcess Tactic AdaptationPlan

name : String

type : Type

Parameter

AbstractControlFlowElement

Action ActionReference

Start Stop

iterationCount : Integer

Loop

condition : OclExpr

context : Entity

Branch

usedTactic1

implemented

Plan

1tactics

1..*

steps

0..*

successor0..1

predecessor0..1

parameters

0..*

actions
1..*

outputParam0..1

inputParams0..*

outputParam0..1

inputParams0..*

referredAction

1

branches1..2

body1

Action

Tactic

MetricType

weight : Double

WeightedMetric

Impact
1

lastImpact

weightedMetrics

from meta-model 

QosDataRepository 

affected

Metrics

1

1..*1

metricType

1

cause

1

goal

weightingFunction

*

*

*

*

direction : AdaptationOperationDirection

scope : AdaptationOperationScope

AdaptationActionOperation

adaptationAction

Operation1

AdaptationPoint

1
adaptation

Point
INCREASE

DECREASE

MIGRATE

NOT_SET

«enumeration»

AdaptationOperationDirection

THIS

LEAST_UTIL_FIRST

MOST_UTIL_FIRST

ALL

NOT_SET

«enumeration»

AdaptationOperationScope

specifications

1..*
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Example: Adaptation Process Model

<<Strategy>>
ReduceResources

<<Strategy>>
ResolveBottleneck

<<Event>>
SlaViolated

<<Objective>>
MaintainSLAs

<<Event>>
Scheduled

Optimization

<<Objective>>
OptimizeResourceEfficiency

<<OverallGoal>>
"Maintain SLAs of all 

services using resources 
efficiently"

objective objective

hasObjectives hasObjectives

<<MetricType>>
90%_Quantile_of_rtx

<<MetricType>>
OverallUtilization

<<Specification>>

< 500ms
<<Specification>>

> 60%

<<WeightedTactic>>
AddResources
weight = 1.0

<<Adaptation Plan>>

<<Loop>>
iterationCount = iterations

<<Action>>
AddVM

FALSE

TRUE

<<Action>>
AddVCPU

allServersAtMaxCap

<<InputParameter>>
name = "iterations"
type = Integer

<<uses>>

<<uses>>

<<WeightedTactic>>
RemoveResources
weight = 1.0

<<Adaptation Plan>> <<Action>>
RemoveVCPU

FALSE

TRUEserverAtMinCapExists
<<Action>>
RemoveVM

<<WeightedTactic>>
MigrateVM
weight = 0.5

<<Adaptation Plan>>

<<Action>>
MigrateVM

<<uses>>
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Descartes Tools

Mailing list available...

http://descartes.tools
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 Problem: 

 How to capture the load intensity variations (e.g., requests per sec) 

in a compact mathematical model?

 How to forecast the load intensity (requests per sec) in future time 

horizons?

 Load Intensity Modeling & Forecasting Tool

LIMBO Tool

http://descartes.tools/limbo
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 Workload Classification & Forecasting (WCF)

 Use of multiple alternative forecasting methods in parallel 

 Selection of method based on its accuracy in the past

LIMBO Tool (2)

http://descartes.tools/libmo

http://descartes.tools/wcf

history now     near future

w
o

rk
lo

a
d

in
te

n
s
it
y
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 Problem: How to estimate the total service time of a 

given type of request/job at a given resource?

 Library for Resource Demand Estimation

 Ready-to-use implementations of estimation approaches

 Selection of a suitable approach for a given scenario

LibReDE Tool

http://descartes.tools/librede

S. Spinner, G. Casale, F. Brosig, and S. Kounev. Evaluating Approaches to Resource Demand 

Estimation. Performance Evaluation, 92:51 - 71, October 2015, Elsevier B.V. [ DOI | http | .pdf ] 

http://dx.doi.org/10.1016/j.peva.2015.07.005
http://www.sciencedirect.com/science/article/pii/S0166531615000711
http://se2.informatik.uni-wuerzburg.de/pa/uploads/papers/paper-890.pdf
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 Today: 1st Generation Cloud Computing

 Simple trigger/rule-based mechanisms

 Best effort approach

 No performance and availability guarantees

 Novel model-based approaches enable self-aware

performance and resource management

 proactive and predictable approach

Summary
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Model-driven Algorithms and Architectures for Self-Aware 

Computing Systems, Jan 18-23, 2015, Dagstuhl Seminar 15041

Organizers
Jeffrey O. Kephart (IBM TJ Watson Research Center, US)

Samuel Kounev (Universität Würzburg, DE)

Marta Kwiatkowska (University of Oxford, GB)

Xiaoyun Zhu (VMware, Inc., US)

Community: 

http://descartes.tools/self-aware

Dagstuhl Report: 

http://drops.dagstuhl.de/opus/volltexte/2015/5038/

Seminar Page:

http://www.dagstuhl.de/15041

Dagstuhl-Seminar
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Definition

S. Kounev, P. Lewis, K. Bellman, N. Bencomo, J. Camara, A. Diaconescu, L. 

Esterle, K. Geihs, H. Giese, S. Goetz, P. Inverardi, J. Kephart and A. Zisman. 

The Notion of Self-Aware Computing. In Self-Aware Computing Systems, 

S. Kounev, J. O. Kephart, A. Milenkoski, and X. Zhu, editors. Springer Verlag, 

Berlin Heidelberg, Germany, 2017. 

Self-aware Computing Systems are computing systems that: 

1. learn models capturing knowledge about themselves and

their environment on an ongoing basis and

2. reason using the models enabling them to act based on 

their knowledge and reasoning

in accordance with higher-level goals, which may also be

subject to change. 
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Extended Definition

Self-aware Computing Systems are computing systems that: 

1. learn models capturing knowledge about themselves and

their environment (such as their structure, design, state, 

possible actions, and run-time behavior) 

on an ongoing basis and

2. reason using the models (for example predict, analyze, 

consider, plan) enabling them to act based on their

knowledge and reasoning (for example explore, explain, 

report, suggest, self-adapt, or impact their environment) 

in accordance with higher-level goals, which may also be

subject to change. 
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Self-Aware Learning & Reasoning Loop
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Examples of Models

<<DataCenter>>

BYDC
<<ComputingInfrastructure>>

desc2

<<FineGrainedBehavior>>

IGateway.predict()

<<implements>>

<<ComputingInfrastructure>>

desc1

<<ComputingInfrastructure>>

desc4
Database

Gateway

Server

<<ComputingInfrastructure>>

desc3
Prediction 

ServerA

Prediction 

ServerB

IGateway

   train()

   predict()

   results()

IDatabase

   write()

   query()

IPredictionServer

   train()

   predict()

<<ConfigurationSpecification>>

ResourceType="CPU"

ProcessingRate=2.7GHz

Cores=2

<ConfigurationSpecification>>

ResourceType="CPU"

ProcessingRate=2.7GHz

Cores=8

<<UsageProfile>>

UserPopulation=10

ThinkTime=0.0

Service="train"

RecordSize=500,000

<<BranchAction>>

doLoadBalancing

Probability: 0.5

<<ExternalCallAction>>

PredictionServerA.predict

Probability: 0.5

<<ExternalCallAction>>

PredictionServerB.predict

<<InternalAction>>

parsePredictionJobs

<<InternalAction>>

schedulePredictionJobs

<<ParametricResourceDemand>>

ResourceType="CPU"

Unit="CpuCycles"

Specfication="(0.5506 + (7.943 * 10^(-8) 

* recordsize)) * 2700"

<<ModelEntity

ConfigRange>>

minInstances=1

maxInstances=16
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serviceBehavior=servBehav1

key=mv1, value=randomVar1

key=mv2, value=randomVar2

externalCall=extCall1

externalCall=extCall2

serviceBehavior=servBehav2

key=mv3, value=randomVar3

externalCall=extCall3

serviceBehavior=servBehav3

successors

valueMap

. . .

nextStackFrame

<<ValueMapEntry>>

parent
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<<StackFrame>>
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