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ABSTRACT
Benchmarking of energy efficiency is important as it helps
researchers, customers, and developers to evaluate and com-
pare the energy efficiency of software and hardware solu-
tions. Developing and deploying energy-efficiency bench-
marking workloads are challenging tasks, as work must be
able to be executed in a power measurement environment
using an energy-efficiency measurement methodology. The
existing SPEC Chauffeur Worklet Development Kit (WDK)
enables the development and use of custom workloads (called
worklets) within a standardized power measurement method-
ology. However, it features no integration in development
environments, making building and deployment of work-
loads challenging. We address this challenge by proposing
Autopilot, a plugin for the Eclipse IDE. Autopilot enables
fast and easy building and deployment of a workload under
development on a system for testing. It also enables bench-
mark execution directly from the development environment.
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1. INTRODUCTION
Server energy-efficiency benchmarking helps researchers,

customers, and developers to evaluate and compare the ef-
ficiency of hardware and software. Which in turn enables
better decision making and leads to greater overall energy ef-
ficiency. However, benchmarks must meet a number of qual-
ity criteria in order to deliver usable results: They must be
relevant, reproducible, fair, verifiable, and usable [3]. Con-
sequently, developing energy-efficiency benchmarks is chal-
lenging. Energy-efficiency benchmarks, specifically, must
meet these criteria and must also be able to be run in a power
measurement environment. This includes a need for discrete
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power and temperature measurement equipment and stable
environmental conditions.

Measurement device requirements and a general bench-
marking methodology for energy efficiency measurements
are specified in the SPEC Power and Performance Bench-
marking Methodology [2]. The SPEC Chauffeur WDK [1]
supports this methodology. It is a framework and devel-
opment kit that manages benchmark configuration, calibra-
tion, execution, and data collection. It allows for the devel-
opment of custom workloads (called worklets) to be executed
and benchmarked. A developer using the Chauffeur WDK
can focus on the specific benchmarking workload only, leav-
ing other benchmarking considerations to the framework.

The Chauffeur WDK rapidly speeds up the development
of energy-efficiency benchmarks. However, worklet building,
deployment, and configuration remain a time-consuming pro-
cess, as multiple executables must be deployed, configured,
and started separately. Similarly, log files must be collected
from all running instances for analysis of program behav-
ior. To alleviate this, we introduce Autopilot. Autopilot is
a plug-in for the Eclipse development environment that au-
tomates worklet building, deployment, and configuration. It
also offers a graphical user interface that enables execution
of benchmarks in development directly within the develop-
ment environment. It displays measurement results to the
developer and provides comparison features that allow for
investigation of the impact recent changes in development
have had on software energy efficiency.

We envision Autopilot’s use in two scenarios: Autopi-
lot’s core scenario is its use for development of worklets for
energy-efficiency benchmarking. In addition, it may also
be used to test the energy efficiency of application software
during its development.

2. USAGE SCENARIOS
Autopilot allows for quick and easy energy-efficiency test-

ing of software during development. It features an auto-
mated building and deployment system, as well as graphical
user interfaces for test execution, result interpretation and
comparison directly in the Eclipse IDE. We envision two
primary usage scenarios for this functionality:

1. Development of Benchmarking Workloads:
Autopliot can be used to create and test benchmarking
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Figure 1: Autopilot workflow

worklets for the Chauffeur WDK. In contrast to tra-
ditional development for Chauffeur, Autopilot enables
easier building, deployment, and testing. Worklets can
be quickly tested and improved during development,
ensuring that their power consumption characteristics
behave as desired.

2. Efficiency Testing of Software in Development:
Autopilot may also be used to test software or software
components that are not specifically created to serve as
energy efficiency benchmarks. As energy efficiency of
software becomes a growing concern, its testing during
development may help to improve the energy-efficiency
of the final software.

3. AUTOPILOT WORKFLOW
Autopilot is intended to be used during the development

phase of software creation. At each point in time at which
the software under development is in an executable state Au-
topilot may be used to build, deploy and test the energy effi-
ciency of the software under development. Autopilot also of-
fers features enabling comparison of the performance, power
consumption, and energy efficiency of test results. This way,
a developer or tester can check the changes a recent change
in the software has had on the energy efficiency.

The developer uses a graphical user interface in the Eclipse
environment to initiate a test. This user interface is also used
to configure the test. It prompts the user for few pieces of
information required to execute the test, which includes the
IP address of the testing system, test duration, and power
analyzer information. Additionally, the user may choose to
enter additional information, such as number of test load
levels and warmup durations.

After initiating a test, Autopilot performs the following
actions (as depicted in Fig. 1):

1. Build and Deploy: The project code is built and
packaged into a Java .jar file using ANT scripts, as
is common for Chauffeur WDK projects. It is also
deployed on the developer system, which serves as ex-
periment director for the test.

2. Send worklet: The packaged worklet is transferred
to the testing system, where it is received by the Au-
topilot Host.

3. Deploy: The Autopilot Host deploys the worklet into
the Chauffeur Host that runs on the testing system.

4. Run test: Chauffeur components on the development
and testing systems are triggered to begin test execu-
tion, as configured by the user.

5. Display results: Results are forwarded from Chauf-
feur to Eclipse to be displayed to the user. Autopilot
offers comparisons between different test runs, show-

ing absolute and relative changes in power consump-
tion, throughput, and energy efficiency between differ-
ent versions of the software under test.

We expect tests to be configured to run for a short du-
ration so that they may be run at a high frequency dur-
ing development. This also means that development tests
are usually not configured as full benchmark tests would be
(i.e., they run at shorter durations, fewer load levels, shorter
warm up phases). To support this scenario, Autopilot fea-
tures a simple and advanced configuration mode. The simple
mode features few configuration options and is intended to
be used for quick testing during development. The advanced
mode features more options and allows setting of interval
durations and execution options that may be necessary for
more complex or specialized workloads.

Of course, worklets developed using Autopilot are still
normal worklets that can be used in any Chauffeur envi-
ronment. Specifically, this means that the Jar file built by
Autopilot, as well as the generated configuration files, can
be moved to any other Chauffeur execution instance and
executed from there.

4. CONCLUSIONS
This paper introduces Autopilot, an Eclipse plug-in that

aides in development of energy-efficiency benchmarking work-
lets for the Chauffeur WDK framework. Autopilot auto-
mates the process of building and deploying a worklet in
development for testing. It provides graphical user interface
for test execution from the development environment and
for result comparison.

Autopilot’s measurement results can be used to improve
energy efficiency of software under development. In addi-
tion, Autopilot simplifies development and testing of bench-
marking loads, making testing and deploying easier than in
conventional development.
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